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 GPGPU.  2

        -
 ’    NVidia CUDA.   -

     .  -
   ,    

GPGPU — Nvidia CUDA, OpenCL, Direct Compute.

 : General-purpose graphics processing units (GPGPU),
NVidia Compute Unified Device Architecture (CUDA), DirectCompute,
OpenCL, Single Instraction Multile Data (SIMD), Single Instraction Multi-
ple Threads (SIMT), , Message Passing Interface (MPI), -
  ,  ,  ’ , -
  ,  ,  
’ ,   (Tesla, Fermi, Kepler).

 ’
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  2   (    half-warp- ).   
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 Tesla-  -     :
1)   32-       half-warp-

  ,      164;
2)   8-, 16-   ;
3)        ,   32
.
Fermi-   32   ’    

32   2 .   -        -
  32 -  (   1 ).    
    (broadcast access).
   Kepler ’      -

  ’ .     Fermi,   
 32,       64   2 -

.    : 64-   —     64
      ’  (   

       64-  ,  -
 ); 32-   —     32  -
     ’ . . 1   
   ’ .

. 1.     ’

    NVidia CUDA
       -

  CUDA-     .   :
—   CPU  GPU (   );
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Async  ,    64 K ;
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—   CPU        ’  GPU;
—   CPU     ’   

(memSet).
        -

    CUDA_LAUNCH_BLOCKING.
   :

—        CPU RAM  -
 ’  GPU (  ’   Tesla CC 1.1).  

page-locked ’  [1–4];
—       (  ’

  Fermi- );
—     page-locked CPU RAM- ’  

GPU- ’     GPU- ’   page-locked CPU RAM (
’    Fermi- ).

   CPU  GPU-    
 .       CUDA-

 (stream). CUDA-  —  ,   -
      . ,    -
    . CUDA-    

API- cudaStreamCreate    
cudaStreamDestroy (      ). 

 API- ,     GPU:
cudaDeviceSynchronize, cudaStreamWaitEvent.  

  :

   CPU  GPU —   
 (callbacks).        CPU  -
 cudaStreamAddCallback.

 CUDA    (event) — ,   , 
       .

   GPU      -
.

1.     (_syncthreads, _syncthreads_count
).

for (int i = 0; i < 2; ++i) {
    cudaMemcpyAsync(inputDevPtr + i * size, hostPtr + i * size,
                    size, cudaMemcpyHostToDevice, stream[i]);
    MyKernel <<<100, 512, 0, stream[i]>>>
          (outputDevPtr + i * size, inputDevPtr + i * size,
size);
    cudaMemcpyAsync(hostPtr + i * size, outputDevPtr + i *
size,
                    size, cudaMemcpyDeviceToHost, stream[i]);
}
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2.   (atomicXor, atomicOr, atomicAnd ).
3.     warp-  ( all, any, ballot).
4.     warp-  ( shfl, shfl_up,

_shfl_down, shfl_xor ’   Kepler- ) — ,  -
       warp- .

  
    

,   ’    « »   
,   ,      -

,         
  .       -

 .       
.

1.  -    ’     
.         -

,         
.     ,    -
 ’       .

2.      —    .  -
  ,        , -
     , ’   . , 
     ,      CUDA.

    ’
  Kepler-  ’    .
    GPU     -
      .    CPU  -

,        GPU  CPU ( . 2).
  ’      CPU-

 malloc free    GPU.     -

void CUDART_CB MyCallback(void *data){
    printf("Inside callback %d\n", (int)data);
}
...
for (int i = 0; i < 2; ++i) {
    cudaMemcpyAsync(devPtrIn[i], hostPtr[i], size, cudaMemcpy-
HostToDevice, stream[i]);
    MyKernel<<<100, 512, 0, stream[i]>>>(devPtrOut[i], devP-
trIn[i], size);
    cudaMemcpyAsync(hostPtr[i], devPtrOut[i], size, cudaMemcpy-
DeviceToHost, stream[i]);
    cudaStreamAddCallback(stream[i], MyCallback, (void*)i, 0);
}
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 ’     CUDA- ,    -
     .

       CPU,  
  .

. 2.    

      ’ .
     
        -

   (Message Passing),     ,  
           -
 . ,   ,    -
       .      -
       .    -

      .    -
  (  ),    ,  

,    .
   Message Passing  -  ,

      MPI [5, 6], Windows Communication
Foundation (WCF), Web Services, Win Services.    -
    (sockets).        -

 (  F# (MailboxProcessor) [7], Scala (Actors), ErLang). -
  Message Passing     .

  Message Passing .   
  : -  —  ,   -

; -  — ,       ; -
 —  ,     ( , )
.          -

 CPU  GPU  CPU  GPU
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   .      -
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 ,         

 . , ,   ,    -
    (2  3  ),   

          ,
   ,      

.         
     .

CUDA 5.0          -
,          ’ -
,     . CUDA 5.0  
   ’  (Remote Direct Memory Access, RDMA),   
         -
   ( . 3).

        -
   .

1.   ,   ,  ,   -
    (   : ’  ’
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2.       ,   
  (  )   ( : 

’   ).
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. 3.     CUDA 5.0
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3.    CUDA- ,   5.0,  2 
’   .      ’ ,   
’  GPU. ,         

,        RAM, 
  RAM       RAM   

’   .
4.        CPU  

(     GPU ,  CPU   -
        ). 

         -
 .   MPI     -

 API- .

OpenCL
OpenCL —   ,    

   .    ( )  -
.

        -
   ,     ’
’ .  ,  OpenCL,   
   ( ) ( )      

’      .      
        . OpenCL- -

         -
     (        -
   ’ ).
 OpenCL      ,  -
  :      

    ,   
OpenCL- .

       ,   
 OpenCL-     -   . 

         ,
     .     
  :

—     OpenCL- ;
—   -  ;
—  ,      ,   -
   OpenCL.
  OpenCL.      OpenCL:

1)   ;
2)       .

        
    « ’ ».     -
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       :
1) ’  — ,  ,       

     ’ ,    ,   
     .      -
  ;
2)  .   API OpenCL,      -
  ,  ,    ,   ’ -
 ’     .      -
,     ’  ’     

 .
 ’  OpenCL.        

   ’ .
1.  ’ .   ’   /    PE
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 .           -
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’ ,    .
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 ’  OpenCL-   ’   .  

      .
   OpenCL     -

   ,      ’  
   (    ).    
        

’ ,    .      -
         ’ .
  (mapping/unmapping)   

’           .

Direct Compute
 DirectX 11.0     ,

    ,    -
    ,     Direct Compute [8, 9].

      CPU  GPU    ,
     .     

      ,   
DirectX 10.0 (10.1)  11.0.

,   DirectCompute,   
  ,        -

 .      ,    -
.           , -

        . 
      ,  ,  

  ’   .
 ,    ,      -

 ’  (shared memory),       -
 ’ .   ’  — ,    -  
     .

  ,  ’    , 
      .     

 ,      .  
   (warp)  32 .     

  (SM)       -
.  ,       , -

          -
      ’ .  ,  
  ,     
 ,     ,  

 .
      ,  -

   ,  .     -
     HLSL,     -
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.  ,      (deadlock).
      CPU  ,  
      .
         ’ , 
           ,

        CPU,    -
.         ’  

        . . 2
   ,       -

.

 2.
        

Local scalar / on-chip(registers)
Local array / off-chip

Shared / on-chip(RAM)
Constant CPU on-chip(cache)

Shader Resource View CPU off-chip
Unordered

ResourceView CPU / off-chip

 ,     ,  
 ,      ,  :

1)     CPU  GPU  PCI;
2)     ’ ;
3) ’  (coalesced)    ’ ;
4)    ’ ;
5)     ;
6)  ,   ,  ;
7)         32 (warp length);
8)     ;
9)     warp  ;
10)     warp- ,    -
  ;
11)   .

   GPGPU- ,  ,  GPU
        CPU.  
    ,   ’ , RDMA.
 ,      GPU-CPU, 
’     .

    GPGPU    ,   .
, CUDA C,    NVidia,   
 . Direct Compute,   ,     -

.  ,     DirectX,    -
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  GPU       
  .      -

     Windows. OpenCL   -
 , ,   ,  ,    —   

    ,  ,     -
.

   

CUDA C NVidia NVidia GPUs Windows / Unix / Linux
Open CL Khronous group NVidia, ATI GPUs Windows / Unix / Linux

Direct Compute Microsoft NVidia, ATI GPUs Windows

    GPGPU     -
    . CUDA C   ,

         -
  .  *.cu-      ,

     . , Direct Compute -
  HLSL (High-level shader language)   fxc. OpenCL -
 GLSL.
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